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ABSTRACT

In the context of an adaptive learning and assessment sys-
tem, ALEKS, we examine aspects of forgetting and aspects
of a ‘testing effect’ (in which the act of simply being pre-
sented a problem in an assessment seems to assist in the
learning process). Using a dataset consisting of over six
million ALEKS assessments, we first look at the trend of
student responses over the course of the assessment, find-
ing little evidence for such a testing effect. We then re-
fine our approach by looking at cases in which a question
is repeated in an assessment; repeats are possible because
some question is always chosen at random in an assessment
for data-collection purposes. We find evidence of a testing
effect for higher-performing students; for lower-performing
students, we find a decreased willingness to attempt an an-
swer the second time a problem is presented. Then, turning
to forgetting, we find that the content representing the “high
points” of a student’s learning sees a more precipitous drop
in the student’s memory than does other content (perhaps
because the “high point” skills and concepts may not have
been practiced or developed much since the original learn-
ing event). Consequences and possible improvements for the
ALEKS system, and also a brief comparison to recent work
in the modeling of forgetting, are mentioned.
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1. INTRODUCTION

ALEKS, which stands for “Assessment and LEarning in
Knowledge Spaces”, is a web-based, artificially intelligent,
adaptive learning and assessment system [13]. The arti-
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ficial intelligence of ALEKS is a practical implementation
of knowledge space theory (KST) [5, 7, 8], a mathemati-
cal theory that employs combinatorial structures to model
the knowledge of learners in various academic fields of study
including math [11, 15], chemistry [9, 18] and even dance
education [19].

2. BACKGROUND

Memory and forgetting is an area that has seen significant
research, pioneered by the late-nineteenth century work of
Ebbinghaus with his ‘forgetting curves’ [2, 6]. Ebbinghaus
posited that memory, as measured, say, by the ability to
recall words presented in a list, decays exponentially with
time; one such exponential model is given in Equations (7.1)
and (7.2) in Section 7 below. A great deal of study has been
done on the possible effects of various experimental con-
ditions, such as whether the experiment probes explicit or
implicit memory [12], the effect of the physical context in
which the learning and recall take place [3, 17], and the ex-
tent to which the content is meaningful for the participant
[10, 14], among many other experimental conditions. In the
current paper, we will examine forgetting in the context of
the adaptive learning and assessment system ALEKS, at-
tempting to isolate the effect of aspects of the adaptivity on
forgetting.

We will also look at a kind of ‘testing effect’ in which the
act of simply being presented content in the adaptive assess-
ment seems to assist in the learning process [1, 4]. We use
the term ‘testing effect’ somewhat loosely here, as our use
differs from that typically seen in the literature, since, for
example, our situation does not include systematic feedback
[16]. We use the term only to refer to a situation in which
recall (or skill, or confidence) seems improved as content is
encountered during an assessment.

In KST, an item is a problem that covers a discrete skill
or concept. Each item is composed of many examples called
instances; these instances are carefully chosen to be equal in
difficulty and to cover the same content. A knowledge state
in KST is a collection of items that, conceivably, a student
at any one time could know how to do. In other words,
roughly speaking, a set of items is a knowledge state if some



student could know how to do all of the items in the set and
not know how to do any of the items outside the set. For
example, the empty set and full set are always considered
knowledge states.

Another important concept from KST is the inner fringe
of a knowledge state. An item is contained in the inner
fringe of a knowledge state when the item can be removed
from the state and the remaining set of items forms another
knowledge state. Intuitively, the inner fringe items are the
“high points” of a student’s knowledge, as they are not pre-
requisties required to master any of the other items in the
knowledge state. This concept will be important for our
work on forgetting in Sections 5 and 6.

While using the ALEKS software, the student is guided
through a course via a cycle of learning and assessments.
Each assessment (described below) updates the system’s as-
signment of a knowledge state to the student. Then, in
the learning mode, the student is given problems to prac-
tice based on her knowledge state, with the system tracking
the student’s performance and continually updating the stu-
dent’s knowledge state. Subsequent assessments then mod-
ify the knowledge state as needed, and the process continues.

Each ALEKS assessment has about 15 to 29 questions, with
each question comprising the presentation of some item to
the student. The item is chosen in an adaptive way, that
is, chosen based on the student’s previous responses during
the assessment. (More specifically, the item is chosen to
be maximally informative for the system’s evaluation of the
student. The effect is that the assessment adapts to the level
of the student, not necessarily becoming easier or harder
for the student, as the assessment continues.) The student
can elect to give an answer for the item, in which case her
response is classified by the system as correct or incorrect,
or she can choose to respond “I don’t know,” which she is
encouraged to do if she has no idea how to approach the
item. In addition, in each assessment, an extra problem is
chosen uniformly at random from all of the items in the
course and presented to the student as a question in the
assessment. The student’s response to the extra problem
does not affect the system’s evaluation of the student.

3. EXTRA PROBLEM BY RANK

For our first analysis, we will look at how responses (correct,
incorrect, or “I don’t know”) to the extra problem evolve dur-
ing the assessment. In other words, does the question rank
of the extra problem have an effect on students’ responses?
(By question rank, we mean the point in the assessment at
which the question is asked, that is, the question number.)
One hypothesis is that the extra problem success rate would
increase throughout the assessment. (By success rate, we
mean the proportion of the responses that are correct.) For
example, it is possible that simply by working through re-
peated assessment questions, students experience a boost in
performance; we will consider this phenomenon as a type of
‘testing effect’ [1, 4, 16]. One could imagine that this effect
would be more pronounced after a long academic break, such
as a summer or winter vacation, since the skills required for
a particular course could suffer from a lack of recent use, and
being assessed on these skills could help to sharpen them.
As another example, there could be user interface issues for
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Figure 1: Proportions of responses to the extra
problem by question rank for initial assessments.
The types of responses are correct, incorrect, and
“IDK” (“I don’t know”). Note that the sample size
is shown on a logarithmic scale.

a student who is unfamiliar with the ALEKS system. Since
the large majority of ALEKS problems require open-ended
solutions, rather than multiple choice responses, it is pos-
sible that students would improve in performance as they
became accustomed to the ALEKS interface. In both of
these scenarios, the effect, if it existed, would seem to be
more apparent earlier in a course, so we will look at data
from ALEKS initial assessments, which are the assessments
given at the start of an ALEKS course.

Note that both of the hypothesized effects in the previous
paragraph would result in an increased extra problem suc-
cess rate as the assessment progresses. However, one effect
that would possibly lower the success rate, and that has
been observed anecdotally, is that of assessment fatigue: as
an assessment goes on, students may be more likely to re-
spond incorrectly or not at all. This effect may be amplified
by the open-ended answer interface used by ALEKS, which
could make it more appealing for a student to respond “I
don’t know” rather than make the effort to input a complete
answer.

To start, we will look at a dataset consisting of 6,132,681 ini-
tial assessments, grouping the responses to the extra prob-
lem by question rank. The results can be seen in Figure 1.
The first thing to note is that the success rate (the propor-
tion of correct responses) does not increase as the assessment
goes on; its curve is essentially flat. Thus, whatever testing
effect there may be is overwhelmed by other factors. In par-
ticular, the rate at which students answer “I don’t know”
shows a steady rise as the question rank increases, and the
incorrect rate shows a corresponding decrease; keeping in
mind that the extra problem is a randomly chosen problem
that is asked at a randomly chosen point in the assessment,
we see evidence that students are experiencing some sort of
fatigue. As students get further along in the assessment,
they seem less willing to attempt a problem and more will-
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Figure 2: Proportions of responses to the extra problem by question rank for initial assessments, with
percentage scores in (i) the first decile, (ii) the fifth or sixth decile, and (iii) the tenth decile.
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Figure 3: Proportions of responses for repeated
items in initial assessments. The horizontal axis
gives the difference in question rank between the
two occurrences. The dotted curves (e.g., “correct-
1”) give the response proportions for the first occur-
rence, and the solid curves (e.g., “correct-2”) give
the response proportions for the second occurrence.
The top set (pair) of lines represents the correct re-
sponses, the middle set represents the incorrect re-
sponses, and the bottom set represents the “I don’t
know” responses.

ing simply to respond “I don’t know.” What is striking is
that, since the proportion of correct responses holds steady,
it appears that many of these “I don’t know” responses would
have been incorrect responses earlier in the assessment; thus,
one can alternatively interpret this as students being more
“accurate” or “honest” in their self-assessment of the items
they are capable of answering correctly.

To better understand these observed effects, we look more
closely at the data based on the results of the initial as-
sessment. We define the student’s initial assessment score
to be the percentage of the items in the course that are in

the student’s knowledge state according to the initial assess-
ment, which gives a measure of the student’s knowledge at
the start of the course. Figure 2 shows the same results as in
Figure 1, but this time separately for the three groups of stu-
dents with initial assessment scores in (i) the first decile of
all of the scores in the dataset, (ii) the fifth or sixth decile,
and (iii) the tenth decile. From the plots in Figure 2, we
can see that the (putative) fatigue effect is dependent on
the group. The students in the middle group, with scores in
the fifth and sixth deciles, seem to be most heavily affected,
with a large increase in the “I don’t know” rate as the as-
sessment progresses. On the other hand, the students in the
tenth decile show hardly any change over the course of the
assessment, with the rates being mostly constant. Lastly,
the students in the first decile are somewhere in the middle,
with a sharp increase in the “I don’t know” rate for the first
few questions, and then a relatively flat curve thereafter.

4. REPEATED QUESTION

In the previous section, we saw that over the length of an
assessment, the success rate was relatively flat. Thus, if
there is any sort of boost from a testing effect, it is over-
whelmed by other factors and is not apparent in our initial
analysis. In the current section, we will take a more tar-
geted approach and look at cases in which an item appears
multiple times in an assessment. In particular, we will look
at cases in which an item is first asked as an extra problem
and then asked later in the same assessment as a “regular”
question. (It is important to note that a different instance
of the item is given each time, so that even though the type
of problem being tested is the same, the particular example
being presented is different.) Using a dataset composed of
644,462 initial assessments, each having some item repeated
during the assessment, we can compare the success rates for
the two occurrences of the repeated item. The results of
this analysis are shown in Figure 3, where the horizontal
axis gives the difference in question rank between the two
occurrences. We can see that, overall, there is a gap be-
tween the success rates for the first and second occurrences,
with the students being more successful on the second at-
tempt. However, as with the analysis in Section 3, grouping
the students by their initial assessment scores shows some
pronounced differences. Figure 4 shows the results for stu-
dents with initial assessment scores in the first decile; here,
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Figure 4: Proportions of responses for repeated
items in initial assessments, for students with a per-
centage score in the first decile. The horizontal axis
gives the difference in question rank between the
two occurrences. Using the ordering at the leftmost
edge of the horizontal axis, the top set (pair) of lines
represents the incorrect responses, the middle set
represents the “I don’t know” responses, and the
bottom set represents the correct responses.

in contrast to the overall trend, the students do worse on the
second attempt. Interestingly, both the correct and incor-
rect rates decrease on the second attempt, with the “I don’t
know” rate showing a correspondingly large increase. Thus,
it seems that the overall trend for students in this category
is to be less confident, or at least less willing to attempt an
answer, on their second attempt at a repeated item.

On the other hand, Figure 5 shows a much different trend
for the students in the tenth decile. The “I don’t know” rate
is unchanged from the first attempt to the second, while a
significant portion of the incorrect responses from the first
attempt seemingly become correct responses in the second
attempt. Thus, for students whose initial assessment scores
are at the high end, it does appear that having multiple
attempts at a problem gives a significant advantage.

As described in the previous section, the majority of stu-
dents taking an initial assessment are returning from a break
in schooling, often due to summer vacation. Thus, taking an
ALEKS initial assessment may be one of the first chances in
several months for a student to practice her math skills; in
such a case, the simple act of working on an item may help
the student recall some of the needed skills, or even to figure
out new skills, which may then translate to greater success
on a subsequent appearance of the item.

S. INNER FRINGE FORGETTING CURVE

In the next two sections we will examine forgetting as it
applies to the ALEKS system. We will begin by looking at
how the success rate of an inner fringe item changes as a
function of the time since the item was first learned (with
“learning” an item amounting to demonstrating a certain
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Figure 5: Proportions of responses for repeated
items in initial assessments, for students with a per-
centage score in the tenth decile. The horizontal axis
gives the difference in question rank between the two
occurrences. The top set (pair) of lines represents
the correct responses, the middle set the incorrect
responses, and the bottom set the “I don’t know”
responses.

amount of success on the item in the learning mode). To do
this, we will use data gathered from 286,345 ALEKS progress
assessments, which are assessments given to a student after
he has spent some time in the learning mode. The purpose
of a progress assessment is to verify the student’s recent
learning. The progress assessments we examine here are
limited to those for which the item presented as question
1 of the assessment is contained in the inner fringe of the
student’s knowledge state. Since the assessment is adaptive,
we restrict our analysis to the first item presented to avoid
any bias from the item-selection algorithm. We also look
only at inner fringe items to reduce any bias that may come
from the student working on items with related content: As
mentioned, items in the inner fringe of a student’s knowledge
state are not required to master any of the other items in
the knowledge state, so if an item is in the inner fringe, the
student has not spent time learning new concepts that build
on that specific item. For each of these progress assessments
in which question 1 is an item appearing in the inner fringe
of the student’s knowledge state, we compute the number of
days from the time the student learned the item to the time
the item appeared in the progress assessment.

The results are in Figure 6. In this figure, the solid curve
(the one near the top of the figure) can be considered a
forgetting curve [2, 6]. As shown, there is a clear decrease
in the success rate as the number of days since the item was
learned increases, while the rates of incorrect and “I don’t
know” responses both increase. The changes are greatest
over the initial few days and then flatten out somewhere
between one and two weeks. As an aside, we can also see in
Figure 6 the weekly cycle of student use, which causes the
sample size to peak every seven days.
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Figure 6: Proportions of responses as a function of
the time (in days) since the item appearing as ques-
tion 1 in a progress assessment was learned.

6. EXTRA PROBLEM OVER TIME

For the next part of our analysis, we again use data gener-
ated by ALEKS progress assessments. Rather than looking
at the first item presented, however, we instead focus on the
extra problem. Restricting our analysis to extra problems
that have been previously learned by the student, we can
again look at the response rates as a function of the time
since the item was first learned. Using data from 72,045
progress assessments that fit the criteria, we show the re-
sults in Figure 7. (Furthermore, for ease of comparison, we
display the information from Figures 6 and 7 in Figure 8.)

While there is a drop in the success rate over the first few
days, in comparison to Figure 6 this drop is less pronounced,
and it levels off within a shorter amount of time. The reason
for this is most likely that we are no longer looking only at
items in the inner fringe of the student’s knowledge state.
Recall that, if an item is in the student’s inner fringe, then
the student has not (at least in theory) mastered any subse-
quent material that requires complete mastery of that item.
However, this no longer holds for a randomly chosen item
from the student’s knowledge state; for example, the stu-
dent may have mastered one or more subsequent items that
require complete mastery of the extra problem, which may
have the effect of reinforcing the learning of the concepts
in the extra problem. Thus, the flatter nature of the extra
problem forgetting curve can be viewed as a consequence of
the adaptive nature of the ALEKS system, which serves to
reinforce the original learning.

On the other hand, the success rate on the extra problem
does exhibit a noticeable decline over the first several days
after the item is learned. It is during this period that more
targeted review and/or practice may be beneficial.

7. DISCUSSION AND FUTURE WORK

In the above analyses, we observed the following: (1) Stu-
dents, especially those near the middle of the range in con-
tent knowledge, tend to replace incorrect responses with
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Figure 7: Proportions of responses as a function of
the time (in days) since the extra problem appearing
in a progress assessment was learned.

ones of “I don’t know” as the assessment progresses; (2)
Students at the upper end in content knowledge tend to
improve on an item the second time the item is asked in
an assessment, while students on the lower end tend to do
worse the second time, or at least to become less confident;
(3) Items that give the “high points” of a student’s learning
see a more precipitous drop in the student’s memory than
do other items (perhaps because the skills and concepts in
these “high point” items may not have been practiced or
developed much since the original learning event). A pos-
sible improvement to the ALEKS learning and assessment
software based on these observations may be to introduce
pointed feedback during an assessment to provide encour-
agement or guidance to students who are at risk of fatiguing
or declining in confidence. Another may be to have a dedi-
cated review period for “high point” items, perhaps given in
conjunction with a progress assessment itself, to help with
immediate forgetting.

In addition to suggesting improvements to the ALEKS sys-
tem, our analyses may both inform and be informed by the
extensive literature on memory. Take, for example, the par-
ticular forgetting curve analysis in [2], in which the authors
examine models of forgetting given by

Rit)=a+(1—a)xbx P(t), 0<a,b<]l, (7.1)

for different functions P(t). Here, R(t) gives the probability
of retention at time ¢, and a and b are parameters. One such
function P(t) examined in [2] is

Pt)y=(1+1)"", (7.2)

in which 8 > 0 is a parameter. Fitting R(¢) (with this form
of P(t)) to the success rates for question 1 and extra problem
data gives the smooth curves shown in Figure 8. The fit is
strong, with the R(t) curves closely following the trend of
the data. (The increasing jaggedness of the correct curves in
Figure 8 stems from the decreasing sample sizes, as shown
in Figures 6 and 7.) For reference, we report that for this
fit, the parameters a,b and S are estimated to be 0.55, 0.56
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Figure 8: A direct comparison of Figures 6 and 7.
The solid curves (e.g., “correct-EP”) are from Figure
7, giving the proportions of responses as a function
of the time (in days) since the extra problem was
learned. The dotted curves are from Figure 6, giving
the proportions of responses as a function of the
time (in days) since the item appearing as question
1 was learned. Also shown are the curves obtained
from fitting R(¢) given by Equation (7.1) (with P(t)
as in (7.2)) to the data.

and 0.59, respectively, for the question 1 curve; for the extra
problem curve, these parameters are estimated to be 0.64,
0.42 and 0.58, respectively.

It is a natural next step to implement such a model to im-
prove students’ experiences using ALEKS by improving, for
example, the scheduling of progress assessments, the item-
selection algorithm, and the timing and content of review
periods for newly learned items.

Further, it is feasible that the very large data sets examined
in this paper may contribute to the discussion of compet-
ing mathematical models of forgetting. For example, the
authors in [2] also examine forgetting functions of the form

R(t) =a+ (1 —a) x be” ™ (7.3)
and of the form
R(t) = 0.116 4 (1 — 0.116) x b x (1 4+ ~t) 7, (7.4)

comparing the various special cases of (7.1) given by (7.2)-
(7.4). Our data would likely contribute to this and similar
discussions.
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